DEVELOPING A FIRST-YEAR SEMINAR COURSE IN STATISTICS AND DATA SCIENCE

Aimee Schwab-McCoy
Xavier University
Cincinnati, OH, United States of America
schwaba1@xavier.edu

Statistical literacy is an increasingly important skill for today’s students. Undergraduate enrollments in statistics at both the introductory and advanced level have skyrocketed, and statistics education researchers have done much to modernize the curricula and increase student engagement. The course described in this paper explores an alternative approach to statistical literacy and data science: a discussion-oriented, first-year seminar course. The seminar course emphasizes real data problems, student-led discussions and critiques, and the use of statistics in media and policy decisions. This paper will discuss the structure and justification, the content, and challenges instructors may face when adapting the course to their own institution.

INTRODUCTION

There have been calls in the statistics education literature for “socially-minded” introductory courses in statistics that promote the growth of statistical literacy framed in relevant, real-world problems (Tishkovskaya & Lancaster, 2010). The growing need for statistically-literate individuals in the workforce means shifting the traditional perceptions of what an introductory statistics course should look like. One possible goal for a course emphasizing statistical literacy is the development of “statistical citizens” (Rumsey, 2002). These are students who will go on to be statistical consumers, who need to think critically about data and have an awareness of the importance, misuse, and serious impacts of data on their daily lives. Since then, “Stat 101” courses have been developed with an eye toward modern statistical methods such as randomization tests and the bootstrap (Hesterberg, 2015; Lock, Lock, Lock, & Lock, 2012; Tintle et al., 2016). These courses often trade traditional emphases on calculation and methodology for intuitive understanding and technology-driven results. Statistics education has exploded as a discipline, with an entire issue of The American Statistician recently devoted to advances in teaching statistics at the university level. However, the emphasis on “Stat 101” has been at the expense of other courses in the curriculum, which are not nearly as well-represented in the statistics education literature (Horton & Hardin, 2015). Additionally, the explosion of “big data” has revolutionized the way statisticians work, and brings big implications for the way we teach statistics (Ridgway, 2015). As instructors, the responsibility falls to us to design courses that appeal to both groups: the statistically sophisticated and the statistical novices, and introduces students to the wealth of possibilities available in the world of big data.

This paper will explore the development of a first-year seminar course in statistics and data science at a private institution in the Midwestern United States. Course structure, statistical content, reading assignments and assessments, and anticipated pedagogical challenges will be discussed. A sample lesson plan will be presented to differentiate the seminar approach from a traditional statistics classroom, along with some preliminary student feedback. This paper will ideally serve as a model for developing similar courses at other institutions, or provide the inspiration for incorporating seminar-style lessons in existing courses.

SEMINAR FORMAT COURSE FOR FIRST YEAR STUDENTS

Statistics and data science are just one growth area in higher education. A trend that crosses disciplinary boundaries is the first-year seminar course: courses that are explicitly designed for freshmen
students to introduce them to the university environment and model deep study of a topic or discipline. The National Resource Center for First-Year Experience and Students in Transition in the United States has identified over 150 colleges and universities that offer or require some form of a first-year seminar course (National Resource Center, 2016). First-year experiences, such as these seminar-style courses, have measurable positive effects on student GPAs and retention (Jamelske, 2009). Seminar-style first-year courses also have the potential to serve as “recruiting pipelines” for science, technology, engineering, and mathematics (STEM) disciplines. Student interviews suggest that seminar courses in STEM may help empower students to pursue further study and career paths they may not have considered otherwise (Sweeder & Strong, 2012).

Seminar courses are a major departure from the traditional courses offered in both statistics, and STEM in general. These courses are characterized by readings of challenging texts (essays, book chapters, journal articles), followed by in-depth discussion of the texts during class. In some ways, this is similar to the popular “flipped classroom” approach (Kuiper, Carver, Posner, & Everson, 2015; McGee, Stokes, & Nadolsky, 2016; Winquist & Carlson, 2014), since students are reading course material before class. Where the seminar course differs is in the physical classroom experience. Instead of completing activities or group work, as would be common in a statistics “flipped classroom”, students are engaging in active discussion about the assigned readings, and delving deeper into the conceptual issues presented by the texts. The instructor’s role in seminar courses is to facilitate and guide the conversation, and provide an academic perspective on the topic at hand. Formative assessments such as low-stakes reaction papers and quizzes, discussion participation and leadership, and higher-stakes essays are used instead of traditional summative assessments like exams (Keup et al., 2011).

In many cases, first-year seminar courses are an institutional effort. Xavier University, a private, Jesuit Catholic institution in the Midwestern United States, recently instituted a first-year seminar program that all students are required to complete. The courses, designated Core 100, are designed to introduce students to interdisciplinary thought, college life, and the “greater good”. The first-year seminar program launched in Fall 2015, after the revision of the new core curriculum. These courses should encourage critical and creative thinking, employ effective research skills, and teach students to construct an argument and use evidence to support it. Faculty apply to teach the course by writing a topic proposal, but may choose any topic. Seminar offerings during the first year of the course included courses from areas across the humanities, social sciences, and arts, however, few courses were proposed from STEM disciplines. Core 100: Life in the Data Deluge will be one of the first.

CORE 100: LIFE IN THE DATA DELUGE

Core 100: Life in the Data Deluge is all about statistics and data science in students’ daily lives. Students will learn statistical concepts motivated by engaging, data-driven examples. The statistical topics for the Core 100 course will be surprisingly similar to those on a traditional “Stat 101” syllabus. During their assigned readings for the course, students will be exposed to:

- Experimental and observational studies
- Graphical and numerical summaries of data
- Sampling variability
- Concepts of probability
- Hypothesis testing, specifically the logic and conclusions
- Interval estimation and margin of error
- Regression models
- Classification models
- Machine learning algorithms and concepts
Data collection (random samples, \( n = \text{all} \))

Despite the similarity in statistical content, this is emphatically not a “Stat 101” course. For example, sampling variability and confidence intervals will be motivated by a unit discussing political polls and the American Presidential election: why do poll results vary, and what changes from poll to poll? What is the margin of error, and why is it necessary? Is the estimated poll number actually the true population approval rating? Sports analytics and sabermetrics lead naturally into statistical modeling: how do we make predictions about a team’s performance? What information is necessary to make an accurate prediction, and what information is extraneous? Graphical summaries of data can go beyond producing histograms or dotplots by examining infographics in the news media. A discussion of what infographics do well, and what they perhaps do not, introduces the same ideas as a traditional textbook treatment of data summaries. Topics from data science, such as machine learning, web scraping, and algorithmic thought are another important component of the course – and typically missing from the introductory statistics syllabus.

A hallmark of seminar-style courses is “challenging readings”: students are expected to read new texts outside their comfort zone and synthesize those texts into deeper class discussions. Class readings will be selected from popular statistics websites and blogs, and books with substantial content in statistical literacy and quantitative literacy. For example, GAPMINDER may be used to introduce students to data visualization in a fun and interactive way, without requiring specialized knowledge in statistical software (Le, 2013). The popular blog FiveThirtyEight regularly publishes pieces featuring statistical analyses of current events in politics, sports, and science (FiveThirtyEight, 2016). Readings will also be selected from three recently released books, all of which use concepts from statistics and data science in interesting applications – such as online dating, virtual poker, and earthquake forecasting.

- *The Signal and the Noise* (Silver, 2015)
- *Big Data* (Mayer-Schonberger & Cukier, 2014)
- *Dataclysm* (Rudder, 2014)

These particular resources were selected for their presentation of advanced statistical content such as multivariate and time series analyses in relevant and easy to understand ways. Using recognizable and interesting examples for first-year college students invites students to participate in discussions in more meaningful ways and encourages them to ask questions about the statistical methods underlying the “cool result”. Additionally, students will practice writing skills through short reflection papers and conduct individual data collection and analysis projects.

One advantage of the seminar course is its dynamic nature. Student projects are encouraged in the traditional classroom to strengthen connections to course content (Carver et al., 2016; Tishkovskaya & Lancaster, 2012; Zieffler et al., 2008); in seminar courses connections are made not only through projects, but through student-led discussion. During the semester, students will have the chance to lead discussion in teams on a data-related topic of their choosing. The students will choose the readings (from a set of possible topics), prepare thought-provoking questions for their peers to consider before class, and finally lead the in-class discussion. Students are encouraged to choose topics they are passionate about and required to meet individually with the instructor to discuss their plans before class. Seminar courses at this particular institution are capped at 15 students, so it is possible to give students opportunities to lead discussion for an entire class period without sacrificing weeks or months on a syllabus. Larger courses may need to assign leaders to work in groups of three or four.

EXAMPLE: PERSONAL DATA AND TARGETED ADVERTISING
Many statistics educators may not have experience teaching a seminar-style course. Core 100: Life in the Data Deluge is currently in its first iteration, having officially launched as a course in Fall 2016. An example lesson plan related to student personal data on social networking sites and targeted advertising follows, with preliminary student reactions, to hopefully illustrate the differences between a seminar-style course and a traditional statistics course.

At the start of the semester, many first-year students are unaware of the role data plays in their lives. They may be aware of personal data as an abstract concept – they post pictures, statuses, and updates on social media all the time without an understanding of the depth of information that is actually available. To introduce students to these ideas of personal privacy, large-scale data collection, and targeted advertising, a class period was devoted to learning about what information is actually available to advertisers through social networking sites such as Facebook.

This lesson started with three recent articles from *Slate* and *The Washington Post* about targeted ads and Facebook (Dewey, 2016; Wagner, 2016; Weingarten, 2016). In August 2016 Facebook made some of their data collection methodology public, including a list of 98 data points that they collect on all users to sell to advertisers. As a starting point, students were asked to read these three articles and conduct a short survey. Previous class discussion had suggested that students felt there was a generational gap in regards to “big data”. Some students felt that since they had grown up in the age of big data, they were more comfortable with things like targeted ads than their parents, grandparents, and even older siblings. For their survey, students asked three of their peers and two people they considered “older” the following question,

“How do you feel about your online data being recorded by companies and used to target advertising to you?”

Students were instructed to take careful notes on what their respondents said, and bring them to class the next day. During class discussion, students were split into smaller groups and asked to look for common themes in the responses. Generally speaking, their “peers” were more likely to be comfortable with their online data being recorded. However, the students were surprised that a large number of their “older” respondents were comfortable, or even supportive, of targeting advertising.

The next part of the discussion involved a critique of the survey itself. Students were asked to think about how they would modify their survey to collect more representative data. This was early in the semester, yet the students had already read research descriptions in previous articles. This meant that they had had some exposure to research descriptions and intuitively were developing a “good idea” for what made a survey informative or representative. Students in this class recognized that random sampling was not a part of their survey, and that their survey was much smaller than ones they had read about in the course. They also recognized that their roommates, dormitory neighbors, parents, and cafeteria workers probably did not constitute a representative sample of the American adult population. Random, representative, sufficient sampling is an important concept in any introductory statistics course, and one that students were able to intuit themselves in an informal discussion, without a traditional lecture or lesson.

Following our discussion of their survey results, students were asked to reflect on their personal reactions to the list of data points Facebook provides to advertisers. The objective was for students to think about these data points individually, and digest the wealth of information available to retailers. To help their reflection, they completed an activity called “Your consumer profile, visualized”. Students were provided with a box of crayons and a table of data points available to advertisers, categorized into groups like “basic information”, “life events”, “employment history”, and “financial history”. Students were instructed to color in each cell in the table according to how comfortable they felt with that particular
piece of information being available. This served two purposes: students were able to create a data visualization by hand and (hopefully) recognize the usefulness of visualizations. Second, and maybe more importantly, students had to think about each data point individually and make a decision. Instructions and a complete list of variables can be found in the Appendix.

After about 15-20 minutes, the students finished their reaction heat maps and posted them in the classroom. Once all heat maps were on the board, they were asked to look for common themes and trends. Students thought they were comfortable with advertisers having access to their personal data before the activity, but after doing the activity some areas of concern were clearly present. Students noticed:

- The “basic information” such as name, gender, location was almost unanimously acceptable. Of the demographic variables listed, “ethnic affinity” was the one students were most uncomfortable with.
- “Financial information” like the number of credit lines, spending habits, and which banks or credit cards the customer uses were very uncomfortable for most students. Students were also uncomfortable with information like their income, household composition, and travel habits being unavailable to online retailers.
- Some students were generally more comfortable with their data being available to retailers, and some were not. Many students tended to assign middle rankings to these variables – which indicated that they were find with the data being available, but found it “creepy”.

Figure 1. Student "reaction heat maps" to 88 personal data points collected by Facebook to sell to advertisers. Students shaded the cells in the table based on how comfortable they were with a particular data point being available. Blue represented the
highest level of comfort, followed by green, yellow, orange, and finally red, which indicated the highest level of discomfort. Students also shaded cells in black if they didn’t want that data available to advertisers under any circumstances.

After displaying the reaction heat maps (shown in Figure 1), the instructor asked students if completing this activity changed their opinions on the data that was collected. One student stated,

“Doing this activity made it more tangible the data that is being collected. It was one thing to read the article, but it didn’t really sink in how much data they collect until I had to think about each one.”

This learning activity challenged students’ perceptions of personal data collection, and raised their awareness of the issue. Students taking this course are all new to the college experience, so they may not have thought about or been exposed to privacy issues before taking this course. Statistical issues covered in this lesson included sampling design, representative samples, and data visualization. Students also learned about the value of data collection, and were hopefully motivated to learn more about data science algorithms and details later in the semester. Students were active at all points during the class discussion, and expected to participate in the course at a deeper level than in a typical introductory statistics course. Even though this course is still in the pilot stages and this activity occurred early in the semester, this is an encouraging example for the promise of a data-oriented freshman seminar.

![Image of student rankings of Facebook personal data](image)

**Figure 2.** Student responses to the 88 data points, reproduced in Tableau. Lighter values indicate higher levels of comfort, and darker values indicate lower levels. A complete list of the variables presented, as well as the student handout, are available in the Appendix.

**CORE 100 AND THE GAISE GUIDELINES**

The American Statistical Association published the original Guidelines for Assessment and Instruction in Statistics Education (GAISE) College Report in 2005 (Aliaga et al., 2005). The six GAISE College Report recommendations were revised in 2015, to reflect the improvements in technology and overall changes in pedagogy (Carver et al., 2016). The updated GAISE recommendations are as follows:

1. Teach statistical thinking.
2. Focus on conceptual understanding.
3. Integrate real data with a context and purpose.
4. Foster active learning.
5. Use technology to explore concepts and analyze data.
6. Use assessments to improve and evaluate student learning.

Core 100: Life in the Data Deluge falls very much in line with these recommendations. Statistical literacy is the overall goal of the course, with students being taught to critically read, discuss, and write about statistics and data in the media. Since Core 100 focuses on challenging readings taken from all walks of society, artificial data does not appear anywhere in the course. All example data analyses presented to students are real, and within their original context. One potential downside of the course is the lack of emphasis on procedural knowledge. However, despite the fact that students may not work with statistical software hands-on or conduct statistical analyses themselves, they are very involved in the statistical communication and conceptual understanding on these analyses. Students will learn to interpret results from technology that are presented in the media as statistical consumers instead of “statistical producers” (Rumsey, 2002). Students will also develop a critical sense for data manipulation, collection, and presentation – many of the same statistical literacy skills we strive for in the traditional “Stat 101” curriculum.

CHALLENGES AND OPPORTUNITIES

Each new course offers challenges for the instructor, Core 100 is certainly no exception. The biggest potential challenge for instructors teaching a first-year seminar course is the format: a discussion-based course would likely be a first for statistics instructors. In fact, many instructors coming to statistics from a STEM background may have never taken a seminar-style course, let alone taught one. Seminar courses can (and should) be student-led as much as possible, but this takes some control over class content out of the instructor’s hands. A possible strategy could be to assign discussion questions along with the planned reading to help frame the students’ thoughts before class. Many guides have been prepared to help instructors prepare for teaching seminar courses for the first time, such as The First-Year Seminar: Designing, Implementing, and Assessing Courses to Support Student Learning & Success (Keup et al., 2011).

Assessment is another challenge. Small writing components are now common in many introductory statistics courses, however Core 100 emphasizes writing as one of the primary assessment methods in the course. The emphasis on writing has multiple pedagogical benefits. Seminar-style courses increase student exposure to written statistical communication through reading statistical reports and journaling about their experiences in the classroom. Students also participate in daily guided discussions and critical questioning of their readings in the course, which increases student engagement and understanding (Theoret & Luna, 2009). Instructors may also find it useful to reach out to colleagues in the humanities who teach seminar courses and assess writing more regularly for advice on how to best structure and prepare for the course. Reaching beyond our traditional “bag of tricks” for teaching introductory statistics can be a wonderful opportunity for professional development as quantitative instructors.

There are some important learning opportunities for students taking the course. Core 100 is based completely on texts about statistics and social issues, rather than any statistics textbook. This fosters a deep conceptual understanding of statistics in context. Students immediately see the relevance of statistics and the importance of thinking about variability, randomness, and statistical assumptions because the entire course content is packaged within interesting concepts. This comes however with a tradeoff, a decrease in the coverage of statistical techniques. At the end of Core 100, students should not be expected to be able to find a p-value, or find a regression model. Student success in this course is instead measured by their understanding – for example, whether they can interpret a p-value and explain controversies related to significance testing such as “p-hacking”.

- 7 -
The course also provides new content opportunities. Relatively advanced topics in statistics can be covered at a purely conceptual level. One example is nonlinear or multiple regression, which is rarely covered in introductory statistics. Once students understand the idea of a single explanatory variable being used to predict or describe a single response variable based on a straight line, it is not much of a conceptual leap to picture a curve being used instead, or more than one explanatory variable. Classification methods are another example; classification algorithms rely on complex calculations most first-year students are not mathematically prepared for, but the basic idea behind them is intuitive. Advanced data visualization methods such as infographics, spatial maps, or social network graphs are used widely in popular media sources such as FiveThirtyEight and simple to explain visually to students.

Instructors interested in developing seminar-style courses without an existing institutional framework are encouraged to start small. Reading news articles and blog posts about data can easily be incorporated into existing statistical courses, both at the introductory and advanced level. Leading students in discussions of statistics and data in the media can increase their engagement, as long as the topic is one they feel a connection to or the relevance of. Students can also gain a deeper understanding of the need for statistical literacy and practice statistical communication in an informal setting.

CONCLUSIONS

*Core 100: Life in the Data Deluge* presents an alternative model for teaching concepts from statistics and data science in a seminar-style course targeted toward first-year students. The seminar style course offers a flexibility in content and delivery that is unusual in many introductory courses, which provides challenges and opportunities for new learning experiences. The course is necessarily fluid, the world of big data is changing constantly and students are always interested in the “hot new thing”.

Lessons from the seminar-style course can also be used to enrich an existing curriculum. Instructors can incorporate articles or blog posts from popular media sources that communicate a statistical topic, and lead a short discussion over the article. In a more traditional course, seminar activities may need to be focused on a specific topic from the syllabus (such as sampling techniques or margin of error), and students may need guided questions to prompt discussion.

The course launched in Fall 2016, however preliminary feedback from the first few weeks of the course have suggested that students are beginning to appreciate the promise of big data, and the potential problems it poses. Future iterations of the course will be subject to more rigorous data collection and evaluation, however I am hopeful that such a course will attract new students to statistics and STEM disciplines as a whole, develop their statistical literacy skills, and foster a lifelong interest in data and statistics.

ACKNOWLEDGEMENTS

The author would like to thank the reviewers, presenters, and discussants for their thoughtful comments and questions at IASE Berlin. Many of the discussions at that conference inspired new subject applications for this course, and I am grateful to my colleagues for their feedback.
APPENDIX: Your consumer profile, visualized

The table below lists 88 of the data points Facebook records about its users (through interactions on Facebook and with data partners). The list has been reordered from what you read in *The Washington Post* for better categorization. For each data point, color in the table according to your opinion.

**Blue:** I’m completely, 100% comfortable with Facebook knowing this about me.
**Green:** This doesn’t bother me, but it’s kind of weird.
**Yellow:** Uhhh, this is getting creepy, but fine I guess.
**Orange:** Okay, getting close to creeped out now. Where did they get this info?
**Red:** I’m completely, 100% uncomfortable with Facebook knowing this about me.

**Black:** WHY DOES ANYONE KNOW THIS??!

Cross out any data points you don’t think apply to you. Once you’re done, post your “reaction heat map” on the chalkboards. Please don’t take my crayons home with you.

<table>
<thead>
<tr>
<th>Category</th>
<th>Data point</th>
</tr>
</thead>
<tbody>
<tr>
<td>Basics</td>
<td>1. Location</td>
</tr>
<tr>
<td></td>
<td>2. Age</td>
</tr>
<tr>
<td></td>
<td>3. Generation</td>
</tr>
<tr>
<td></td>
<td>4. Gender</td>
</tr>
<tr>
<td></td>
<td>5. Language</td>
</tr>
<tr>
<td></td>
<td>6. Education level</td>
</tr>
<tr>
<td></td>
<td>7. Field of study</td>
</tr>
<tr>
<td></td>
<td>8. School</td>
</tr>
<tr>
<td></td>
<td>9. Ethnic affinity</td>
</tr>
<tr>
<td></td>
<td>10. Income and net worth</td>
</tr>
<tr>
<td></td>
<td>11. Home ownership and type</td>
</tr>
<tr>
<td></td>
<td>12. Home value</td>
</tr>
<tr>
<td></td>
<td>13. Property size</td>
</tr>
<tr>
<td></td>
<td>14. Square footage of home</td>
</tr>
<tr>
<td></td>
<td>15. Year home was built</td>
</tr>
<tr>
<td></td>
<td>16. Household comparison</td>
</tr>
<tr>
<td>Life events</td>
<td>17. Whether you have an anniversary within 30 days</td>
</tr>
<tr>
<td></td>
<td>18. Whether you are away from family or hometown</td>
</tr>
<tr>
<td></td>
<td>19. Whether you are friends with someone who has an anniversary, is newly engaged or married, recently moved, or has an upcoming birthday</td>
</tr>
<tr>
<td></td>
<td>20. Whether you are in a long-distance relationship</td>
</tr>
<tr>
<td></td>
<td>21. Whether you are in a new relationship</td>
</tr>
<tr>
<td></td>
<td>22. Whether you have a new job</td>
</tr>
<tr>
<td></td>
<td>23. Whether you are newly engaged</td>
</tr>
<tr>
<td></td>
<td>24. Whether you are newly married</td>
</tr>
<tr>
<td></td>
<td>25. Whether you have recently moved</td>
</tr>
<tr>
<td></td>
<td>26. Whether you have a birthday soon</td>
</tr>
<tr>
<td>Family and beliefs</td>
<td>27. Whether you have children</td>
</tr>
<tr>
<td>or interests</td>
<td>28. Whether you or your partner is pregnant</td>
</tr>
<tr>
<td></td>
<td>29. What “type” of mom you are</td>
</tr>
<tr>
<td></td>
<td>30. Whether you are likely to engage in politics</td>
</tr>
<tr>
<td></td>
<td>31. Whether you are politically conservative or liberal</td>
</tr>
<tr>
<td></td>
<td>32. Relationship status</td>
</tr>
<tr>
<td></td>
<td>33. Interests (sports, hobbies, etc.)</td>
</tr>
<tr>
<td></td>
<td>34. Whether you’ve donated to charity (and which type)</td>
</tr>
<tr>
<td>Employment history</td>
<td>35. Employer</td>
</tr>
<tr>
<td></td>
<td>36. Industry</td>
</tr>
<tr>
<td></td>
<td>37. Job title</td>
</tr>
<tr>
<td></td>
<td>38. Office type</td>
</tr>
<tr>
<td></td>
<td>39. How many employees your company has</td>
</tr>
</tbody>
</table>
Once you’ve finished shading in the individual data points, try to decide at a category level how you feel about all this information being available to companies and Facebook.
REFERENCES


